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Abstract 
 
The National Survey on Drug Use and Health (NSDUH) is the primary source of 
information on substance use in the U.S. Since 1999, the Predictive Mean Neighborhoods 
(PMN) procedure has been used to impute missing values for many of the analytical 
variables. This method is a combination of two commonly used imputation methods: a 
nearest-neighbor hot deck and a modification of Rubin's predictive mean matching 
method. Although PMN has many practical advantages, it has not been formally 
evaluated. We propose a simple simulation to evaluate PMN. Using only complete data 
cases, we will induce random patterns of missingness in the data for selected outcome 
variables. Imputations will then be conducted using PMN and weighted and unweighted 
sequential hot deck. This process of inducing missingness and imputing missing values 
will be repeated multiple times. The imputed values using PMN and the hot deck 
methods will then be compared with the true values that were found in the complete data, 
across the repeated iterations. In particular, we will compare the number of matches 
between the two methods, as well as comparing statistics derived from the data, such as 
drug prevalence estimates. 
 
Introduction 
  
 In survey years prior to 1999, the amount of imputation required in the National 
Survey on Drug Use and Health (NSDUH) was small.  For the most part, because of the 
editing procedures in use at that time, only a very small proportion of the data was 
missing.  Moreover, a small number of variables required imputation.  As a result, a 
quick but theoretically unappealing method of imputation was used, the unweighted 
sequential hot deck procedure. In survey years from 1999 onwards, however, a new 
method of imputation was introduced, called Predictive Mean Neighborhoods (PMN).  
This method, described in detail in Singh, Grau, and Folsom (2002), is a semiparametric 
approach to imputation, which combines the model-based attributes of Rubin’s Predictive 
Mean Matching method (PMM) (Rubin, 1986) with the nonparametric nearest neighbor 
hot deck (NNHD).  PMN enhances the PMM method in that it can be applied to both 
discrete and continuous variables either individually or jointly.  PMN also enhances the 
NNHD method in that the distance function used to find neighbors is no longer ad hoc. 
 
 In the univariate version of PMN (denoted as UPMN), as in the case of predictive 
mean matching, the prediction model is fit to the data from complete respondents, but the 
predictive means for both recipient and the donor are computed to obtain the distance 
between the two predictive means.  With this innovation, the distance is also well defined 
for discrete variables, and a delta neighborhood (delta chosen to be a small positive 
number signifying that donors in the neighborhood are within delta-distance from the 
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recipient, i.e., their predictive means are almost equal to that of the recipient) is defined 
to pick one donor at random. In the multivariate version of PMN (denoted as MPMN), a 
set of predictive means can be obtained from a single multivariate model, or from a series 
of univariate models.  Fitting a multivariate model requires the specification of a 
covariance structure, which may not be straightforward, while fitting univariate models 
may preclude the ability to incorporate the correlations between the outcome variables in 
the models.  A middle ground is to fit a sequence of univariate models, where models 
later in the sequence are conditioned on outcomes from models earlier in the sequence.  
(That strategy is not pursued in this paper.  Rather, a series of univariate models are fitted 
that do not incorporate the full covariance structure of the explanatory and response 
variables, except in the final assignment of imputed values.)  Regardless of the method 
used to obtain the vector of predicted means, a neighborhood for picking a donor is 
defined using a vector delta or the Mahalanobis distance or both.  
 
 In some cases, covariates cannot be included in the models used to calculate the 
predicted means.  This may be due to the fact that the covariates have missing values that 
cannot be easily imputed, or because the covariate is related to the response in such a way 
that convergence to a stable model is difficult.  In some cases, these covariates may be 
strongly related to the response, so that excluding them from the model will result in a 
loss of potentially useful information.  For both UPMN and MPMN, an additional feature 
is that these problematic covariates can still be included in the imputation process, by 
limiting donors and recipients in the hot deck step to have matching values for the 
covariate, if the covariate’s values are nonmissing for both donor and recipient.   
 
 Although the advantages of PMN are apparent from the above description, it is 
necessary to evaluate whether the advantages provide a real “improvement” in the 
imputed values.  “Improvement” can be measured in several ways.  One way of 
evaluating PMN as a methodology would be to simulate data from a hypothetical 
population, and then compare estimates and their standard errors using a variety of 
imputation methodologies.  Research is currently underway in this area, though this is not 
the method of evaluation used here.  In the method described in this paper, no population 
is simulated from a set of modeled values.  Rather, we are attempting to evaluate how 
well the imputed values match the sample, which in turn represents the actual finite 
civilian, noninstitutionalized population of the United States aged 12 years old or older.  
This will involve comparing imputed values with the actual responses of respondents. 
 
Methodology 
 
 Although PMN is applied across a wide variety of variables in the NSDUH, we 
focus our efforts on the imputation of lifetime usage of selected drugs.  To be included in 
the study, respondents had to answer all three of the questions concerning lifetime usage 
of cigarettes, alcohol, and marijuana.  Missingness is induced in the data by randomly 
selecting seven 10% subsamples within each of the three age groups in the NSDUH (12 
to 17 years old, 18 to 25 years old, and 26 years old or older), and inducing missing data 
according to the seven possible missingness patterns, that is: 
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1. Missing only cigarettes 
2. Missing only alcohol 
3. Missing only marijuana 
4. Missing cigarettes and alcohol 
5. Missing cigarettes and marijuana 
6. Missing alcohol and marijuana 
7. Missing cigarettes, alcohol, and marijuana 

 
Hence, in this instance, the missing data mechanism is ignorable, and could be considered 
Missing Completely at Random (MCAR).  As a secondary evaluation, missingness is 
induced related to the explanatory variable age, within each age group.  A third missing 
data mechanism will also be induced, where the missingness is higher among users of 
cigarettes, alcohol, and marijuana, and lower among nonusers. 
 
 For each missing data mechanism, missing values are imputed in these seven 
samples 500 times, using three frequentist approaches to imputation: weighted sequential 
hot deck, unweighted sequential hot deck, and PMN.   The hot deck procedures are 
described in detail in the appendix to this manuscript.  For both of the hot deck methods, 
the data sets are sorted using a serpentine sort.  After all the imputations have been 
completed, the following comparisons are performed: 
 

a) Compare the number of cases where the imputed value is same as the original 
response for the three methods.  Conduct statistical tests to compare the 
number of matches between the methods (by age group and overall). 

 
b) Compare the mean proportion of lifetime users of the imputed values to the 

mean proportion of lifetime users for the actual responses among the 10% 
subsamples, across the three methods.  Do the same comparisons for the full 
sample. 

 
Specifics on Imputation Methods 
 
 The imputations are being conducted separately among the three age groups: 12 to 
17 years old, 18 to 25 years old, and 26 years old or older.  The PMN and weighted 
sequential hot deck methods are both design-based methods, so that the original survey 
sampling weights have to be used.  Since this study was limited to respondents who 
answered each of the three lifetime usage questions (cigarettes, alcohol, and marijuana), 
the initial set of sampling weights have to be adjusted to reallocate the weights from the 
“real” item nonrespondents to other respondents.   The weights were calibrated using an 
item response propensity model, which measures the probability of responding to these 
three questions.  The variables in the response propensity model are given in Table 1. 
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Table 1.  Model Summaries for Response Propensity Models. 
Age Group Covariates in RP Model 
12-17 Centered Age1; Gender; Race2; Census Region3; Population Density4

18-25 Centered Age; Gender; Race; Marital Status5; Employment Status6; 
Census Region; Population Density 

26+ Age Category7; Gender; Race; Marital Status; Census Region 
 
Once the initial sampling weights are adjusted to account for the “real” item nonresponse, 
missingness is induced for each of the 10% subsamples, 500 times.  Each of the 
imputation methods is then applied to each of the missingness patterns.  Details for each 
method are given below, describing a process that is implemented 31,500 times (3 age 
groups, 7 missingness patterns, 3 missing data mechanisms, 500 iterations): 
 
PMN 
 
The weights for the artificially induced nonrespondents are reallocated to the 90% of 
respondents that are not part of the subsample.  Weights are calibrated using an item 
response propensity model with the same set of covariates as given in Table 1.   Predicted 
probabilities are obtained using logistic regression models, with the weights appropriately 
adjusted.  Covariates for these models are given in Table 2. 
 
Table 2.  Model Summaries for PMN Logistic Models. 
Age Group Covariates in PRD Model 
12-17 Centered Age; Gender; Race; Centered Age Squared; State Rank8; 

Population Density; Census Region 
18-25 Centered Age; Gender; Centered Age Squared; Marital Status9; 

Employment Status10; Education Level11; State Rank; Census Region 
26+ Centered Age; Gender; Centered Age Squared; Centered Age Cubed; 

Marital Status; Education Level; Centered Age * Gender; State Rank 
 
The hot-deck step of PMN was a simple random imputation based on the predicted 
probability of the lifetime usage variables that were missing.  If only one lifetime usage 
indicator is missing, the donor is selected from a neighborhood comprised of the item 
respondents with the 30 closest predicted means to the recipient’s predicted mean.  In 
cases where more than one lifetime usage indicator was missing, the donor in the hot 

                                                 
1 Centered about the weighted mean for the age group 
2 Nonhispanic White, Nonhispanic Black, Hispanic, Other 
3 Northeast, North Central, South, West 
4 Not in an MSA, in an MSA with population <1,000,000, in an MSA with population 1,000,000 or higher 
5 Married or not married 
6 Employed full-time or not employed full-time 
7 26-34, 35-49, 50+ 
8 The states were ranked by unweighted proportion of lifetime users in the sample.  The top 17 states were 
assigned rank 1, the next 17 rank 2, and the last 17 rank 3. 
9 Married, widowed, divorced/separated; never married 
10 Employed full-time, employed part-time, unemployed, other 
11 Less than high school, high school graduate, some college, college graduate 
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deck was selected from a neighborhood comprised of the item respondents with the 30 
closest Mahalanobis distances.  
 
Weighted and Unweighted Sequential Hot Deck 
 
Table 3 below summarizes both the variables defining the imputation classes within the 
sequential hot deck methods, and the sorting variables which were used for each age 
group.  The imputation classes were defined by choosing the variables in the predicted 
mean models of PMN with the highest level of significance.  In the sequential hot deck, 
the order of the sorting variables is crucial, with variables lower down in the sorting order 
having minimal impact in cases where the number of respondents with such attributes is 
sparse within the given imputation class.  The order of the sorting variables was 
determined by looking at the levels of significance of the variables in the predicted mean 
models of PMN.   
 
Table 3.  Classing and Sorting Variables for WSHD Imputation. 
Age Group Classing Variables Sorting Variables 
12-17 Age Population Density; Census Region 
18-25 Education Level; Employment 

Status 
Race; Age 

26+ Gender; Race Education Level; Marital Status 
 

Specifics on Evaluation Criteria 
 
The methods are compared on two levels.  On one level, we compare the individual 
imputed values with the values that were actually observed in the original sample.  On 
another level, we compare the estimates of prevalence of drug use among respondents in 
(a) the subsample only, and (b) the whole sample, including imputed cases. 

 
Comparison of individual imputed values 
 
For each iteration and missingness pattern, a count is obtained of the number of exact 
matches among imputed cases for all three methods.  For example, if the cigarettes and 
alcohol lifetime indicators are missing but marijuana is not, compare the number of exact 
matches for BOTH cigarettes and alcohol for all three methods.  To make the 
comparison, this is treated as a single factor Repeated Measures Design, with the 
methods acting as “treatments.”  In those instances where significant differences exist, 
the methods are evaluated using the Tukey multiple comparison procedure.    
 
Comparison of prevalence estimates 
 
The prevalence for each substance (i.e., proportion of substance users) is calculated for 
each age group, missingness pattern, and iteration.  The prevalence estimate is calculated 
using the imputed responses within the subsample, as well as the actual responses within 
the subsample.  A two-sample t-test is then conducted to ensure that the imputed cases 
and actual cases are representing the same populations.  This is done for each of the 
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imputation methods.  If more than one substance is missing, the comparisons are made 
using Hotelling’s T2.   
 
 
Preliminary Results 
 
We have completed a comparison of individual imputed values between the weighted 
sequential hot deck and PMN in the case where only the cigarette lifetime usage indicator 
is missing.  On average, PMN scored better than WSHD for all age groups, including the 
overall age group.  The mean difference was significantly different from zero for all age 
groups except the youngest.  Table 4 shows the mean difference between the matches 
using PMN and the matches using WSHD, as well as the 95% confidence interval for that 
difference.  There were between 2000 and 2500 respondents in each subsample. 
 
Table 4.  Results of Comparison of Individual Imputed Values.  
Age 
Group 

PMN 
Mean 
Number 
of 
Matches 

WSHD 
Mean 
Number 
of 
Matches 

Mean 
Difference 

Lower 
Confidence 
Limit 

Upper 
Confidence 
Limit 

P-value 
From 
Hypothesis 
Test 

12-17 1447.2 1443.9 3.29 -3.137 9.7168 .3122 
18-25 1437.1 1426.1 11.05 5.4894 16.611 .0002 
26+ 1391.9 1370.8 21.12 15.602 26.638 <.0001 
Overall 4276.2 4240.8 35.46 24.616 46.304 <.0001 
 
The details of the two-sample test are still being worked out. 
 
Conclusion 
 
From the preliminary results, it is apparent that the PMN has some advantage over the 
weighted sequential hot deck when comparing individual imputed cases.  It is likely that 
neither method will show significant differences between prevalence estimates among the 
imputed cases and actual cases.  However, it is important that the individual imputations 
reproduce the characteristics leading to the actual response as much as possible, 
particularly when samples are small. 
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Appendix:  The Hot Deck Method of Imputation 
 
A.1 Introduction 

Typically, with the hot-deck method of imputation, missing responses for a 
particular variable (called the "base variable" in this appendix) are replaced by values 
from similar respondents with respect to a number of covariates (called "auxiliary 
variables" in this appendix). If "similarity" is defined in terms of a single predicted value 
from a model, these covariates can be represented by that value. The respondent with the 
missing value for the base variable is called the "recipient," and the respondent from 
whom values are borrowed to replace the missing value is called the "donor." 

Although only two hot-deck imputation methods were used in the 2002 National 
Survey on Drug Use and Health (NSDUH), 12 three different methods are discussed in 
this document: unweighted sequential hot deck, unweighted random nearest neighbor hot 
deck (NNHD), and weighted sequential hot deck. The first method, the unweighted 
sequential hot deck, was the exclusive method of hot-deck imputation used for the 1991 
to 1998 surveys and the paper-and-pencil interviewing (PAPI) sample of the 1999 survey. 
This method was used for all demographic variables in the 1999 survey, but no other 
variables. In the 2000 NHSDA, the unweighted sequential hot deck method was only 
used for education and employment status, and was not used at all in 2001 or 2002 
surveys. However, it remains in this appendix for historical purposes and for the sake of 
comparison with the other two methods. In a similar manner to the 1999 (computer-
assisted interviewing [CAI] sample of the survey), 2000, and 2001 surveys, the 2002 
NSDUH primarily used the second hot-deck method listed, the unweighted random 

                                                 
12 This report presents information from the 2002 National Survey on Drug Use and Health 

(NSDUH), an annual survey of the civilian, noninstitutionalized population of the United States aged 12 
years old or older. Prior to 2002, the survey was called the National Household Survey on Drug Abuse 
(NHSDA). 
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NNHD. The third hot-deck method, weighted sequential hot deck, incorporated the 
sampling weights associated with each respondent. Starting in the 2002 NSDUH, the 
immigrant variable imputations described in Chapter 5 utilized the weighted sequential 
hot-deck method. For more information on weighted sequential hot-deck imputation, see 
Cox (1980, pp. 721-725). 

A step that is common to all hot-deck methods is the formation of imputation 
classes, which is discussed in Section A.2. This is followed by a general description of 
the three hot-deck methods Sections A.3-A.5. With each type of hot-deck imputation, the 
identities of the donors are generally tracked. For more information on the general hot-
deck method of item imputation, see Little and Rubin (1987, pp. 62-67).   

A.2 Formation of Imputation Classes 

 When there was a strong logical association between the base variable and 
certain auxiliary variables, the dataset was partitioned by the auxiliary variables and 
imputation procedures were implemented independently within classes defined by the 
cross of the auxiliary variables. These classes were defined by logical and likeness 
constraints, which are described in the main body of this report. Classes defined by the 
likeness constraints were collapsed if insufficient donors were available, and classes 
defined by logical constraints were not collapsed, due to the possibility of a resulting 
inconsistency with preexisting nonmissing values. 

A.3 Unweighted Sequential Hot Deck  

In the years that the unweighted sequential hot deck was used, its implementation 
involved three basic steps. After the imputation classes were formed, the file was 
appropriately sorted and imputed values were assigned as described in the following 
sections. 

A.3.1 Sorting the File  

Within each imputation class, the file was sorted by auxiliary variables relevant to 
the item being imputed. The sort order of the auxiliary variables was chosen to reflect the 
degree of importance of the auxiliary variables in their relation to the base variable being 
imputed (i.e., those auxiliary variables that were better predictors for the item being 
imputed were used as the first sorting variables). In general, two types of sorting 
procedures were used in previous NSDUHs to sort the files prior to imputation: 

! Straight Sort. A set of variables was sorted in ascending order by the first 
variable specified; then within each level of the first variable, the file was 
sorted in ascending order by the second variable specified; and so forth. 
For example: 

1 1 1 
1 1 2 
1 2 1 
1 2 2 

A-8 



1 3 1 
1 3 2 
2 1 1 
2 1 2 
2 2 1 
2 2 2 
2 3 1 
2 3 2 

 
! Serpentine Sort. A set of variables was sorted so that the direction of the 

sort (ascending or descending) changed each time the value of a variable 
changed. For example: 

1 1 1 
1 1 2 
1 2 2 
1 2 1 
1 3 1 
1 3 2 
2 3 2 
2 3 1 
2 2 1 
2 2 2 
2 1 2 
2 1 1 

 
The serpentine sort has the advantage of minimizing the change in the entire set of 

auxiliary variables every time any one of the variables changes its value.  

A.3.2 Replacing Missing Values 

The file was sorted and then read sequentially. Each time an item respondent was 
encountered (i.e., the base variable was nonmissing), the base variable response was 
stored, updating the donor response. Any subsequent nonrespondent that was encountered 
received the stored donor response, creating the statistically imputed response. A starting 
value was needed if an item nonrespondent was the first record in a sorted file. Typically, 
the response from the first respondent on the sorted file was used as the starting value. 
Due to the fact that the file was sorted by relevant auxiliary variables, the preceding item 
respondent (donor) closely matched the neighboring item nonrespondent (recipient) with 
respect to the auxiliary variables. 

A.3.3 Potential Problem 

With the unweighted sequential hot-deck imputation procedure, for any particular 
item being imputed, there was the risk of several nonrespondents appearing next to one 
another on the sorted file. To detect this problem in the NSDUH, the imputation donor 
was identified for every item being imputed. Then, when frequencies by imputation 
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donor were examined, the problem was detected if several nonrespondents were aligned 
next to one another in the sort. When this problem occurred, sort variables were added or 
eliminated, or the order of the variables was rearranged. 

A.4 Unweighted Random Nearest Neighbor Hot Deck  

As with the unweighted sequential hot deck, the unweighted random NNHD was 
implemented in three steps. After the imputation classes were formed, a neighborhood of 
potential donors was created, from which imputed values were assigned, as described in 
the following sections. 

A.4.1 Creating a Neighborhood of Potential Donors  

First, a metric was defined to measure the distance between units, based on the 
values of the covariates. Then a neighborhood was created of potential donors "close to" 
the recipient based on that metric. For example, the distance between the values of the 
recipient and potential donors for each of the auxiliary variables were calculated, and 
then the donors for the neighborhood were chosen such that the maximum of these 
distances was less than a certain value, referred to as "delta." This neighborhood was 
restricted, using the imputation classes defined above, so that the potential donors' values 
of the base variable were consistent with the recipient's preexisting nonmissing values of 
related variables. In the NSDUH, the values of the auxiliary variables were represented 
by a predicted mean from a model, so that the distance metric was a univariate Euclidean 
distance between the predicted mean of the recipient and the potential donors. The 
distance was relative when dividing this value by the predicted mean of the recipient, 
resulting in delta as a percentage.  

A.4.2 Randomly Selecting a Donor for the Recipient from the Neighborhood of 
Donors  

From the neighborhood of donors created in the previous step, a single donor was 
randomly selected. The base variable values for this single donor replaced those of the 
recipient. The selection was conducted as a simple random sample because weights were 
incorporated in determining the neighborhood mean, which was the predicted mean. 
Alternatively, a weighted selection could have been employed if weights had not been 
used to determine the neighborhood mean.  

A.5 Weighted Sequential Hot Deck  

The steps taken to impute missing values in the weighted sequential hot deck 
were equivalent to those of the unweighted sequential hot deck. The details on the final 
imputation, however, differed with the incorporation of sampling weights. The first step, 
as always, was the formation of imputation classes. Afterwards, two additional steps, as 
described below, were implemented.   
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A.5.1 Sorting the File  

Within each imputation class, the file was sorted by auxiliary variables relevant to 
the item being imputed. The sort order of the auxiliary variables was chosen to reflect the 
degree of importance of the auxiliary variables in their relation to the base variable being 
imputed (i.e., those auxiliary variables that were better predictors for the item being 
imputed were used as the first sorting variables). In general, two types of sorting 
procedures were used in previous NSDUHs to sort the files prior to imputation: straight 
sort and serpentine sort. Both of these methods are described in detail in Section A.2.2.   

A.5.2 Replacing Missing Values 

The procedure used in the 2002 NSDUH followed directly from Cox (1980).  
Specifically, once the imputation classes are formed, the data is divided into two data 
sets:  one for respondent and one for nonrespondents. Scaled weights v(j) are then derived 
for all nonrespondents using the following formula:   

v(j) = w(j)s(+)/w(+);  j = 1, 2, … n 

where n is the number of nonrespondents, w(j) is the sample weight for the jth 
nonrespondent, w(+) is the sum of the sample weights for the all nonrespondents, and 
s(+) is the sum of the sample weights for all the respondents (Cox, 1980).  The 
respondent data file is partitioned into zones of width v(j), where the imputed value for 
the jth nonrespondent is selected from a respondent in the corresponding zone of the 
respondent data file.   

This selection algorithm is an adaptation of Chromy’s (1979) sequential sample 
selection method, which could be implemented using the Chromy-Williams sample 
selection software (Williams & Chromy, 1980).  Furthermore, Iannacchione (1982) 
revised the Chromy-Williams sample selection software, so that each step of the 
weighted sequential hot deck is executed in one macro run.   

A.5.3 Benefits of Weighted Sequential Hot-Deck 

With the unweighted sequential hot-deck imputation procedure, for any particular 
item being imputed, there is the risk of several nonrespondents appearing next to one 
another in the sorted file. An imputed value could still be found for those cases, since the 
algorithm would select the previous respondent in the file; however, some modifications 
are required in the sorting procedure to prevent a single respondent from being the donor 
for several nonrespondents (see Section A.3.3). With the weighted sequential hot-deck 
method, on the other hand, this problem does not occur because the weighted hot deck 
controls the number of times a donor can be selected. In addition, the weighted hot deck 
allows each respondent the chance to be a donor since a respondent is selected within 
each v(j).  

The most important benefit of the weighted sequential hot-deck method, however, 
is the elimination of bias in the estimates of means and totals. This type of bias is 
particularly present when the response rate is low or the covariates explain only a small 
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amount of variation in the specified variable. In addition, many surveys sample 
subpopulations at different rates, and using the sample weights allows, in expectation, the 
imputed data for the nonrespondents to have the same mean (for the specified variables) 
as the respondents. In other words, the weighted hot deck preserves the respondent's 
weighted distribution in the imputed data (Cox, 1980) 
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